Assignment 2

March 16, 2018

0.1 Foundations of Data Mining: Assignment 2

Please complete all assignments in this notebook. You should submit this notebook, as well as a
PDF version (See File > Download as).

In [ ]1: # Please fill in your names here
NAME_STUDENT_1 = "Emma van Zoelen"
NAME_STUDENT_2 = "Jules Klomp"

In [150]: 7matplotlib inline
from preamble import *
plt.rcParams['savefig.dpi']l = 100 # This controls the size of your figures
# Comment out and restart nmotebook if you only want the last output of each cell.
InteractiveShell.ast_node_interactivity = "all"
HTML('''<style>html, body{overflow: visible !important} .CodeMirror{min-width:1057% !

from sklearn.model_selection import *

from sklearn import svm

from sklearn.metrics import roc_auc_score

from sklearn.svm import LinearSVC

import numpy as np

from sklearn.kernel_ridge import KernelRidge

from sklearn.model_selection import GridSearchCV

from sklearn.gaussian_process import GaussianProcessRegressor
from sklearn.gaussian_process.kernels import WhiteKernel, ExpSineSquared, RBF
import matplotlib.pyplot as plt

from scipy.spatial.distance import cdist

from sklearn.feature_selection import SelectPercentile

from sklearn.preprocessing import StandardScaler

from sklearn.decomposition import PCA

from sklearn.pipeline import Pipeline

from sklearn.ensemble import RandomForestClassifier

from sklearn.ensemble import GradientBoostingClassifier

Out [150] : <IPython.core.display.HTML object>



0.2 Support Vector

Bananas (4 points (2+2))

We will first explore SVM kernels and hyperparameters on an artificial dataset representing mul-

tiple banana shapes.

In [45]: bananas =

X_train, X

1. Evaluate how well an SVM classifier can fit the data.

oml .datasets.get_dataset(1460) # Download banana data
X, y = bananas.get_data(target=bananas.default_target_attribute);

_test, y_train, y_test = train_test_split(X, y, random_state=0,

* Use a linear, polynomial and radial basis function (RBF) kernel, using their default hyperpa-
rameters. Evaluate the performance of each kernel using the test set and AUC. Which one

works best?

® Visualize the results using the visualization code also used in class
mglearn/plot_svm.py > plot_svm_kernels).

(under

Also show the AUC score and the num-

ber of support vectors. Explain intuitively how well the data is fitted, why the kernel is

(not) able to fit the data, whether it is under- or overfitting, etc.

In [48]: linear_svm

clf = linear_svm.fit(X_train, y_train);

print ("Sup
print(line

print(len(linear_svm.support_vectors_))

print ("Coe
print(line

= svm.SVC(kernel='linear');
port vectors:")
ar_svm.support_vectors_[:])

fficients:")
ar_svm.dual coef [:])

print("Test set score: {:.2f}".format(linear_svm.score(X_test, y_test)))

svm_auc =

print ("AUC for SVM: {:.3f}".format(svm_auc))

Support vectors:
[[-0.434 -1.1 ]
[-0.079 -1.16 ]
[-0.558 -1.73 ]

1.31 -0.354]
0.501 0.055]

[ 0.262 -0.538]]
3613
Coefficients:

[([-1. -1. -1. ...
Test set score: 0.5
AUC for SVM: 0.506

roc_auc_score(y_test, linear_svm.decision_function(X_test));

1. 1. 1.]1]
5

In [49]: mglearn.plots.plot_2d_separator(linear_svm.fit(X_train, y_train), X)

mglearn.discrete_scatter(X[:, 0], X[:, 11, y)

2

test_size=1,



plt.xlabel("Feature 0");
plt.ylabel("Feature 1");

Feature 1

Feature O

In [50]: poly_svm = svm.SVC(kernel='poly');
poly_svm.fit(X_train, y_train);

print ("Support vectors:")
print(poly_svm.support_vectors_[:])
print(len(poly_svm.support_vectors_))
print("Coefficients:")
print(poly_svm.dual_coef_[:])

print("Test set score: {:.2f}".format(poly_svm.score(X_test, y_test)))

svmp_auc = roc_auc_score(y_test, poly_svm.decision_function(X_test));
print ("AUC for SVM: {:.3f}".format(svmp_auc))

Out [50]: SVC(C=1.0, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma='auto', kernel='poly',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:
[[-0.434 -1.1 ]
[-0.079 -1.16 1]
[ 0.089 -0.844]



[-1.31 -0.354]
[ 0.501 0.055]
[ 0.262 -0.538]]

3218
Coefficients:
[[-1. -1. -1. .. 1. 1. 1.]]

Test set score: 0.63
AUC for SVM: 0.755

In [51]: mglearn.plots.plot_2d_separator(poly_svm.fit(X_train, y_train), X)
mglearn.discrete_scatter(X[:, 01, X[:, 11, y)
plt.xlabel("Feature 0")
plt.ylabel("Feature 1");

Feature 1

Feature O

In [8]: rbf_svm = svm.SVC(kernel='rbf')
rbf_svm.fit(X_train, y_train)

print ("Support vectors:")

print (rbf_svm.support_vectors_[:])
print(len(rbf_svm.support_vectors_))
print("Coefficients:")

print (rbf_svm.dual_coef_[:])

print ("Test set score: {:.2f}".format(rbf_svm.score(X_test, y_test)))
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svmrbf_auc = roc_auc_score(y_test, rbf_svm.decision_function(X_test))
print ("AUC for SVM: {:.3f}".format(svmrbf_auc));

Out[8]: SVC(C=1.0, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma='auto', kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:
[[ 0.089 -0.844]
[ 0.515 2.21 ]
[-0.162 1.84 ]

[ 0.59 -0.796]
[-0.698 -0.726]
[ 0.433 0.38 1]

1180
Coefficients:
[([-1. -1. -1. .. 1. 1. 1.]]

Test set score: 0.91
AUC for SVM: 0.970

In [9]: mglearn.plots.plot_2d_separator(rbf_svm.fit(X_train, y_train), X)
mglearn.discrete_scatter(X[:, 0], X[:, 11, y)
plt.xlabel("Feature 0")
plt.ylabel("Feature 1");

Feature 1

Feature 0

Answer to 1.

Linear: Test set score: 0.55 AUC: 0.506 Polynomial: Test set score: 0.63 AUC: 0.755 RBF: Test
set score: 0.91 AUC: 0.970



Clearly, the RBF kernel works best. The linear kernel has a hard time fitting the data because
the different datapoints are overlapping in weird shapes, that can’t be seperated by a straight line.
For the polynomial kernel, performance improves, because it is able to create different ‘borders’
enclosing different groups of datapoints. However, in the middle, where the different groups are
very close together, it still has difficulties. The RBF kernel is able to actually create borders in the
shape of ‘blobs’, enclosing the groups of datapoints almost perfectly. While both the linear and
polynomial kernel are underfitting, the RBF kernel does quite well and doesn’t overfit.

2 . Pick the RBF kernel and optimize the two most important hyperparameters (the C parame-
ter and the kernel width 7).

¢ First, optimize manually using 3 values for each (a very small, default, and very large value).
For each of the 9 combinations, create the same RBF plot as before, report the number of
support vectors, and the AUC performance. Explain the performance results. When are you
over/underfitting?

* Next, optimize the hyperparameters using a grid search and 10-fold cross validation. Show
a heatmap of the results snd report the optimal hyperparameter values.

- Hint: values for C and v are typically in [271°..21°] on a log scale. Use at least 10 values
for each.

In [53]: for ¢ in [0.1, 1.0, 10]:
for g in [0.1, 0.5, 10]:
rbf_opt = svm.SVC(kernel='rbf', C=c, gamma=g);
rbf_opt.fit(X_train, y_train);

print ("Support vectors:")
print (len(rbf_opt.support_vectors_))

print("Test set score: {:.2f}".format(rbf_opt.score(X_test, y_test)))

rbf_opt_auc = roc_auc_score(y_test, rbf_opt.decision_function(X_test));
print ("AUC for SVM: {:.3f}".format(rbf_opt_auc))

mglearn.plots.plot_2d_separator(rbf_opt.fit(X_train, y_train), X);
mglearn.discrete_scatter(X[:, 0], X[:, 11, y);

plt.xlabel("Feature 0");

plt.ylabel("Feature 1");

plt.show();

Out [53]: SVC(C=0.1, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma=0.1, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:
3363

Test set score: 0.67
AUC for SVM: 0.682



Out [53]: [<matplotlib.lines.Line2D at 0x10c613400>,
<matplotlib.lines.Line2D at 0x10c60e9b0>]

Out[53]: Text(0.5,0,'Feature 0')

Out[53]: Text(0,0.5,'Feature 1')

Feature 1

Feature O

Out [63]: SVC(C=0.1, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma=0.5, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:
1856

Test set score: 0.90
AUC for SVM: 0.960

Out [53]: [<matplotlib.lines.Line2D at 0x111a532b0>,
<matplotlib.lines.Line2D at 0x111a50b00>]

Out[53]: Text(0.5,0, 'Feature 0')

Out [53]: Text(0,0.5, 'Feature 1')



Feature 1

Feature O

Out [63]: SVC(C=0.1, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma=10, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:
1640

Test set score: 0.91
AUC for SVM: 0.965

Out[63]: [<matplotlib.lines.Line2D at Ox111lal6da0>,
<matplotlib.lines.Line2D at 0x111a16b70>]

Out[53]: Text(0.5,0, 'Feature 0')

Out[53]: Text(0,0.5, 'Feature 1')



Feature 1

Feature O

Out [63]: SVC(C=1.0, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma=0.1, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:
2776

Test set score: 0.82
AUC for SVM: 0.903

Out [53]: [<matplotlib.lines.Line2D at 0x1119f24e0>,
<matplotlib.lines.Line2D at 0x1119ed198>]

Out[53]: Text(0.5,0, 'Feature 0')

Out[53]: Text(0,0.5, 'Feature 1')



Feature 1

Feature O

Out [63]: SVC(C=1.0, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma=0.5, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:
1180

Test set score: 0.91
AUC for SVM: 0.970

Out [63]: [<matplotlib.lines.Line2D at 0x1119cd588>,
<matplotlib.lines.Line2D at 0x1119cd2e8>]

Out[53]: Text(0.5,0, 'Feature 0')

Out[53]: Text(0,0.5, 'Feature 1')
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Feature 1

Feature O

Out [63]: SVC(C=1.0, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma=10, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:
1062

Test set score: 0.91
AUC for SVM: 0.956

Out [63]: [<matplotlib.lines.Line2D at 0x1119ab390>,
<matplotlib.lines.Line2D at 0x1119ab7b8>]

Out[53]: Text(0.5,0, 'Feature 0')

Out[53]: Text(0,0.5, 'Feature 1')
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Feature 1

Feature O

Out [63]: SVC(C=10, cache_size=200, class_weight=None, co0ef0=0.0,
decision_function_shape='ovr', degree=3, gamma=0.1, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:
1805

Test set score: 0.89
AUC for SVM: 0.951

Out[63]: [<matplotlib.lines.Line2D at 0x11192e2e8>,
<matplotlib.lines.Line2D at 0x1119344a8>]

Out[53]: Text(0.5,0, 'Feature 0')

Out[53]: Text(0,0.5, 'Feature 1')
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Feature 1

Feature O

Out [63]: SVC(C=10, cache_size=200, class_weight=None, co0ef0=0.0,
decision_function_shape='ovr', degree=3, gamma=0.5, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:

947

Test set score: 0.91
AUC for SVM: 0.972

Out [63]: [<matplotlib.lines.Line2D at 0x111956780>,
<matplotlib.lines.Line2D at 0x111956c£8>]

Out[53]: Text(0.5,0, 'Feature 0')

Out[53]: Text(0,0.5, 'Feature 1')
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Feature 1

Feature O

Out [63]: SVC(C=10, cache_size=200, class_weight=None, co0ef0=0.0,
decision_function_shape='ovr', degree=3, gamma=10, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
t01=0.001, verbose=False)

Support vectors:

945

Test set score: 0.91
AUC for SVM: 0.960

Out [63]: [<matplotlib.lines.Line2D at 0x111977470>,
<matplotlib.lines.Line2D at 0x111977390>]

Out[53]: Text(0.5,0, 'Feature 0')

Out[53]: Text(0,0.5, 'Feature 1')
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Feature 1

Feature O

In [54]: ¢ = np.logspace(-6, 6, base=2, num=13);
= np.logspace(-6, 6, base=2, num=13);
print(g);
[ 0.016 0.031 0.062 0.125 0.25 0.5 1. 2. 4. 8.
16. 32. 64. ]
In [56]: ¢ = np.logspace(-5, 5, base=2, num=11)
g = [0.03125, 0.0625, 0.125, 0.25, 0.5, 1, 2, 4, 8,
16, 32, 64]

param_grid = {'C':c, 'gamma':g}

rbf_svc = svm.SVC(kernel = 'rbf', C = c, gamma = g)

grid_search = GridSearchCV(rbf_svc, param_grid, cv=10)

grid_search.fit(X, y)

results = pd.DataFrame(grid_search.cv_results_)

fig, ax = plt.subplots(figsize=(12, 11))

scores = np.array(results.mean_test_score) .reshape(12, 11)

mglearn.tools.heatmap(scores, xlabel='C', xticklabels=param_grid['C'],
ylabel='gamma', yticklabels=param_grid['gamma'], cmap="viridis"

15



644 0.88 0.90 0.90 0.91 0.90 0.90 0.91 0.90 0.90 0.89 0.88
324 0.89 0.90 0.91 0.91 0.90 0.90 0.90 0.90 0.89 0.89

16 1 0.87

8 1 0.89

4 1 0.90

2 1 0.90
©
€
€
©
o

14 0.91

0.5 1 0.91

0.25 A 0.91

0.125 1 0.90

0.0625 0.90

0.03125 0.90

0.03125 0.0625 0.125 0.25 0.5 1.0 2.0 4.0 8.0 16.0 32.0

Answer to 2.

The 7 parameter clearly makes the biggest difference in whether the algorithm is overfit-
ting/underfitting. When this value is 0.1, the kernel still gets part of the shape but is clearly
underfitting. On the other hand, when it is 10, it is almost starting to overfit. The decision bound-
ary is no longer smooth and the shape is sometimes too tight for the data. A higher C mostly
seems to enlarge these effects. The grid search indeed shows that larger values for both param-
eters generally give better results. It als shows, however, that there seems to be some kind of
tradeoff between the two. If they are too close together, the scores are not very good.

0.3 Building Kernels (4 points (0.5+0.5+1+2))

Consider the artificial dataset given below. It represents a sine wave with added noise.
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1. Fitan SVM Regressor with the default RBF kernel, and plot the predictions on all data points
in [0, 40].

* Does it fit the data well? Does it extrapolate well (in the range [30,40])? Explain your
findings.
¢ Can you get better results by tweaking the kernel or the other SVM parameters?

2. Implement your own linear kernel. This is a function that takes 2 vectors (arrays) and returns
the dot product:

k(Xi, X]) = X X]'

¢ Build an SVM regressor using that kernel by passing your kernel function as the kernel
hyperparameter.
¢ Fitit on the sine data and plot the predictions on all data points. Interpret the results.

3. Since this data is periodic, it makes sense to implement a periodic kernel instead.

¢ This is the Exponential Sine Squared kernel, with length scale I and periodicity P:

k(xi, xj) = exp (—F sin? [% ||xi — x;] |]>

¢ Implement it, using the defaults I' = 1, periodicity P = 1, and Euclidean distance.

¢ Train an SVM regressor with it, fit in on the same data and plot the result. Interpret the
outcome.

* Think about what I' and P represent. Can you improve the fit by manually adjusting
them? Explain your findings.

¢ Optimize I' and periodicity P (using true_y as the ground truth). Use a grid search or
random search, I' € [0,1], P € [1,100], try at least 5 values for each.

In [142]: # Generate sample data
rng = np.random.RandomState(0) # Random seed, for reproducibility
X = 30 * rng.rand(200, 1)
y = np.sin(X) .ravel()
y[::2] += rng.normal(scale = 1.0, size = X.shape[0] // 2) # adds noise

X_plot = np.linspace(0, 40, 10000) [:, Nonel # A larger range to evaluate on
true_y = np.sin(X_plot) # and the 'true' target function

plt.figure(figsize=(10, 5))

plt.scatter(X, y, c='k', label='Data')
plt.plot(X_plot, true_y);
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0 5 10 15 20 25 30 35 40

In [116]: reg_svm = svm.SVR(kernel='rbf', C = 4, gamma = 1, epsilon=0.1);
pred_X = np.arange(0, 41, 1);
pred_X = pred_X.reshape(-1, 1);

reg = reg_svm.fit(X, y);
pred_y = reg.predict(pred_X);

plt.figure(figsize=(10, 5));
plt.plot(pred_X, pred_y);
plt.scatter(X, y, c='k', label='Data');




Fitting a SVR with the default RBF kernel results in a model that fits the data seemingly well,
but flats out back to zero after running out of data to fit on. The SVR with RBF kernel has three
parameters that can be tweaked to see if the fit of the model will change, namely penalty parameter
'C’, no-penalty parameter ‘epsilon” and kernel coefficient ‘gamma’. After trying various values of
these parameters, some alterations in the shape of the model can be seen, as the model is affected
differently by certain outliers due to difference in these values, with the model overfitting for
higher gamma values and underfitting for high epsilon values, but what remains the same is the
(lack of) fit of the model for X-values above 30. This is expected, since it simply lacks the data to
fit on and assumes it’s 'rest value’ of zero

In [61]: def my_kernel(Xi, Xj):
return np.dot(Xi, Xj.T)

cus_svm = svm.SVR(kernel=my_kernel);
pred_X = np.arange(0, 41, 1);
pred_X = pred_X.reshape(-1, 1);

reg = cus_svm.fit(X, y);
pred_y = reg.predict(pred_X);

plt.figure(figsize=(10, 5));
plt.plot(pred_X, pred_y);
plt.scatter(X, y, c='k', label='Data');

As is to be expected, trying to fit a linear kernel on the periodic data returns a very poor model.
The negative slope is caused by the data ending on a low point in it’s repeating pattern.
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In [111]: def ExpSineSq(Xi, Xj):

1s = int(1)
p = int(1)
dist = cdist(Xi, Xj, metric='euclidean')
exp = np.exp((ls*-1)*((np.sin(np.pi/p*dist)**2)))
return exp

ess_svm = svm.SVR(kernel=ExpSineSq)

pred_X = np.arange(0,41,1)

pred_X = pred_X.reshape(-1,1)

reg = ess_svm.fit(X, y)

pred_y = reg.predict(pred_X)

plt.figure(figsize=(10, 5));
plt.plot(pred_X, pred_y);
plt.scatter(X, y, c='k', label='Data');
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Default values of 1 for both lenght-scale and periodicity give a very poor model, seemingly
just the average y-value for all X-occurances in the data. Thinking about this result, it actually
isn’t that surprising, since the parameters within the models need to be tunes to the periodicity
present in the data for any model to work. Periodicity within the kernel is the distance between
the reoccuring pattern within the data and should be tweaked to match the periodicity of the data.
Manually adjusting P immediatly reveals its working, with a "squiggle’-pattern appearing in the
prediciction, waves growing wider for higher P values.

In [143]: def build(ls, p):
def ExpSineSq(Xi, Xj):
dist = cdist(Xi, Xj, metric='euclidean')
exp = np.exp((ls*-1)*((np.sin(np.pi/p*dist)**2)))
return exp
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return ExpSineSq
param_grid = {'kernel': [build(p=1, 1s=1), build(p=1,
build(p=5, 1s=1), build(p=5,
build(p=6, ls=1), build(p=6,
build(p=7, 1ls=1), build(p=7,
build(p=8, ls=1), build(p=8,
build(p=9, 1s=1), build(p=9,

1s=0

.8),
1s=0.
1s=0.
1s=0.
1s=0.
1s=0.

8),
8),
8),
8),
8),

build(p=1, 1s=0.6), b
build(p=5, 1s=0.6), b
build(p=6, 1s=0.6), b
build(p=7, 1s=0.6), b
build(p=8, 1s=0.6), b
build(p=9, 1s=0.6), b

build(p=10, 1s=1), build(p=10, 1s=0.8), build(p=10, 1s=0.6)
build(p=15, 1s=1), build(p=15, 1s=0.8), build(p=15, 1s=0.6)
build(p=20, 1s=1), build(p=20, 1s=0.8), build(p=20, 1s=0.6)
build(p=30, 1s=1), build(p=30, 15=0.8), build(p=30, 1s=0.6)

gridsearch = GridSearchCV(svm.SVR(), param_grid, cv=5)
gridsearch.fit(X, y)
gridsearch.best_params_

results = pd.DataFrame(gridsearch.cv_results_)
p=1I[1, 5,6, 7,8, 9, 10, 15, 20, 30]
ls = [1, 0.8, 0.6, 0.4, 0.2]

fig, ax = plt.subplots(figsize=(10, 5))
scores = np.array(results.mean_test_score) .reshape(10,

5)

mglearn.tools.heatmap(scores, xlabel=1ls, xticklabels=1ls, ylabel='p', yticklabels=p,

0l -0.09-0.08-0.08-0.09-0.07
p0le 0.07 0.01 -0.03-0.06-0.07
IEE-0.10-0.09-0.08-0.09-0.09
iiE-0.05-0.05-0.05-0.04-0.04
*B-0.08-0.07-0.07-0.06-0.06
g-0.13-0.13-0.11-0.10-0.08
y& 0.15 0.15 0.15 0.15 0.16
02000
%-0.10-0.09-0.08-0.08-0.07

jf-0.01-0.01-0.01-0.01-0.00

1 08 06 04 0.2
[1, 0.8, 0.6, 0.4, 0.2]
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A grid search on 10 values of periodicity and 5 values for lenght scale returns the above
heatmap. The focus on low periodicity values was chosen due to interesting results when we
manually tried to alter this value to create a better fit in the previous question. A lower length
scale seems to give ever so slightly better results, but this also could be due to chance. The most
significant finding is the spike in performance for periodicity between 6 and 7. Another grid
search will be performed to further narrow down an optimal value for P.

In [145]: param_grid = {'kernel': [build(p=6, 1ls=1), build(p=6, 1s=0.8), build(p=6, 1s=0.6), b

build(p=6.1, 1s=1), build(p=6.1, 1s=0.8), build(p=6.1, 1s=0
build(p=6.2, 1ls=1), build(p=6.2, 1s=0.8), build(p=6.2, 1ls=0
build(p=6.3, 1s=1), build(p=6.3, 1s=0.8), build(p=6.3, 1s=0
build(p=6.4, 1ls=1), build(p=6.4, 1s=0.8), build(p=6.4, 1ls=0
build(p=6.5, 1s=1), build(p=6.5, 1s=0.8), build(p=6.5, 1s=0
build(p=6.6, 1ls=1), build(p=6.6, 1s=0.8), build(p=6.6, 1s=0
build(p=6.7, 1ls=1), build(p=6.7, 1s=0.8), build(p=6.7, 1ls=0
build(p=6.8, 1s=1), build(p=6.8, 1s5=0.8), build(p=6.8, 1s=0
build(p=6.9, 1ls=1), build(p=6.9, 1s=0.8), build(p=6.9, 1ls=0

gridsearch = GridSearchCV(svm.SVR(), param_grid, cv=5)
gridsearch.fit(X, y)
gridsearch.best_params_

results = pd.DataFrame(gridsearch.cv_results_)
p=1[6,6.1, 6.2, 6.3, 6.4, 6.5, 6.6, 6.7, 6.8, 6.9]
ls = [1, 0.8, 0.6, 0.4, 0.2]

fig, ax = plt.subplots(figsize=(10, 5))

scores = np.array(results.mean_test_score) .reshape(10, 5)
mglearn.tools.heatmap(scores, xlabel='ls', xticklabels=1ls, ylabel='p', yticklabels=p
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The optimal value for periodicity seems to be 6.3, while again no conclusive optimal value for
length scale can be identified. Below the optimal values for the kernel are used to fit the model.

In [67]: def ExpSineSq(Xi, Xj):

1s = int (1)
p = int(6.3)
dist = cdist(Xi, Xj, metric='euclidean')

exp = np.exp((ls*-1)*((np.sin(np.pi/p*dist)**2)))

return exp

ess_svm = svm.SVR(kernel=ExpSineSq)

pred_X
pred_X

reg = ess_svm.fit(X, y)

np.arange(0,41,1)
pred_X.reshape (-

1,1)

pred_y = reg.predict(pred_X)

plt.figure(figsize=(10, 5));

plt.plot(pred_X, pred_y);

plt.scatter(X, y, c='k', label='Data');
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4 . We now make the problem a bit more challenging by adding an upward trend:

Fit the same SVM using the optimal parameters from the previous subtask and plot the
results. Do they still work? Explain what you see.

Fit a Gaussian process (GP) using the kernels given below. First use the singular ExpSi-
neSquared kernel (the implementation provided by sklearn this time), then build a new
kernel consisting of the 3 components given below. Use both to predict all points for the
"rising noisy sine" data and plot the results as usual. Interpret the results.

- For the GP, it may help to use normalize_y=True since the y-values are not around 0.
Setting alpha=0.1 may help with possible numerical issues, otherwise keep it at 0.

Also plot the uncertainty interval around the predictions. You can ask the GP to return the
standard deviation during prediction with the return_std=True hyperparameter. Plot a
band 2 standard deviations above and below the prediction. You can use MatPlotLib’s
fill between as shown in class.

- You can combine the 3 models in one plot for easy comparison.

We’ve provided reasonable values for the kernel hyperparameters above. Can you optimize
them further to get an even better fit? Think about what the hyperparameters do and opti-
mize the ones you think are most worth tuning.

In [146]: # Generate sample data with added trend

rng = np.random.RandomState (0)

X = 30 * rng.rand(200, 1)

y = X.ravel()/2 + np.sin(X) .ravel()

y[::2] += rng.normal(scale = 1.0, size = X.shapel[O0] // 2) # add noise

X_plot
true_y

np.linspace(0, 40, 10000)[:, Nonel
X_plot/2 + np.sin(X_plot)
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plt.figure(figsize=(10, 5))
plt.scatter(X, y, c='k', label='Data')
plt.plot(X_plot, true_y);
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In [120]:

5 10 15 20 25 30

def ExpSineSq(Xi, Xj):

1s = int(1)

p = int(6.3)

dist = cdist(Xi, Xj, metric='euclidean')

exp = np.exp((ls*-1)*((np.sin(np.pi/pxdist)**2)))
return exp

ess_svm = svm.SVR(kernel=ExpSineSq)
pred_X = np.arange(0,41,1)

pred_X = pred_X.reshape(-1,1)

reg = ess_svm.fit (X, y)

pred_y = reg.predict(pred_X)

plt.figure(figsize=(10, 5));
plt.plot(pred_X, pred_y);
plt.scatter(X, y, c='k', label='Data');
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By applying the same SVR kernel as before the kernel runs into trouble. It recognizes a pattern,
but isn’t able to accomodate the trend. It therefore creates a model around the average value of X.
It also recognizes that the pattern occurences are not symmetrical and tries to fit the shape of the
’squiggles” accordingly.

In [138]: # Replace “length_scale’ and “periodicity’ with the wvalues found in the previous par
kernel_simple = ExpSineSquared(length_scale=0.1, periodicity=6.4) # periodic compone

gp_ESS = GaussianProcessRegressor(kernel=kernel_simple, normalize_y=True, alpha=0.1)
pred_X = np.arange(0,41,1)

pred_X = pred_X.reshape(-1,1)

gp_ESS.fit (X, y)

pred_y, std = gp_ESS.predict(pred_X, return_std=True)

print (pred_y)
plt.figure(figsize=(10, 5))
plt.plot(pred_X, pred_y)
plt.scatter(X, y, c='k', label='Data')
plt.fill(np.concatenate([pred_X, pred_X[::-1]1),
np.concatenate([pred_y - 2x*std,
(pred_y + 2xstd) [::-111),
alpha=.5, fc='b', ec='None', label='Standard Deviation')

Out[138]: GaussianProcessRegressor(alpha=0.1, copy_X_train=True,
kernel=ExpSineSquared(length_scale=0.1, periodicity=6.4),
n_restarts_optimizer=0, normalize_y=True,
optimizer='fmin 1 _bfgs_b', random_state=None)
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[ 0.576 1.169 1.967 1.892 1.358 1.421 2.54 4.175 5.195 4.998
4.31 4.421 b5.606 6.937 T7.717 8.021 7.95 7.716 8.126 9.539
10.873 11.053 10.599 10.556 11.109 12.155 13.445 14.272 14.27 13.837
13.182 12.034 10.446 8.979 8.055 7.645 7.514 7.483 7.477 T7.477
7.477]

Out[138]: <matplotlib.figure.Figure at 0x10c43eac8>
Out[138]: [<matplotlib.lines.Line2D at Ox111a3e5f8>]
Out[138]: <matplotlib.collections.PathCollection at 0x111a3e0b8>

Out[138]: [<matplotlib.patches.Polygon at 0x1119d2588>]
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Fitting the GP ESS kernel on the periodic data with trend initially gives a satisfying result.
It follows the data nicely, with an extremely narrow uncertainty interval. Unsurprisingly, this
uncertainty increases once the model has no more data to follow (read X-values above 30). It
seems to overfit the pattern present in the data but is not able to repeat the pattern after it runs out
of points to follow and after a while will just return the average value for X.

In [139]: k1 = 4300 * RBF(length_scale=70.0) # long term smooth rising trend
k2 = 6 * RBF(length_scale=90.0) * ExpSineSquared(length_scale=1.3, periodicity=2.0)
k3 = 0.03 * RBF(length_scale=0.134) + WhiteKernel(noise_level=0.035) # noise terms

kernel _complex = k1 + k2 + k3
gp_ESS_complex = GaussianProcessRegressor (kernel=kernel_complex, normalize_y=True, a

pred_X = np.arange(0,41,1);
pred_X = pred_X.reshape(-1,1);
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gp_ESS_complex.fit(X, y);
pred_y, std = gp_ESS_complex.predict(pred_X, return_std=True);

print(pred_y)
plt.figure(figsize=(10, 5))
plt.plot(pred_X, pred_y)
plt.scatter(X, y, c='k', label='Data')
plt.fill(np.concatenate([pred_X, pred_X[::-1]1),
np.concatenate([pred_y - 2+*std,
(pred_y + 2*std)[::-111),
alpha=.5, fc='b', ec='None', label='Standard Deviation');

[-0.031 1.234 2.118 1.917 1.246 1.24 2.506 4.33 5.275 4.88

4.137 4.394 5.791 7.099 7.607 7.773 7.811 7.776 8.323 9.654
10.752 10.807 10.537 10.816 11.356 12.086 13.282 14.293 14.402 13.946
13.747 14.199 15.073 15.927 16.504 16.804 17.059 17.537 18.195 18.765
19.099]
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The story is different for the custom kernel. The uncertainty interval falls more in line with the
amount of data-points that fall within and outside it. More importantly, it seems the model recog-
nizes the inherent trend within the data and follows it beyond the points it is fitted on. In order
to extrapolate the exact trend within the data the kernel parameters can be tweaked. Periodicity
seems to be the obvious choice, as it is important it matches with the periodic repetition within
the data. Changing it from 1 to 2 seems to cause a significant improvement in the slope beyond
X=30.
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0.4 Bayesian updates (3 points (2+1))

We consider real data about solar radiation measured by a weather balloon:
https:/ /www.openml.org/d/512. We'll use only the raw data (at least the first 1000 points)
and try to learn the (very noisy) trend.

1. Train a Gaussian process on an increasing amount of samples of the training data. Use a
simple RBF kernel: RBF (10, (le-2, 1e2))

¢ Start with 10 random samples and plot the predictions (both the mean and the uncertainty
interval) for both training and test data, as shown in class. Also compute R? on the training
data.

* Repeat and 10 more points, retrain and redraw. Do this a couple of times and inter-
pret/explain what you see.

2. Train the Gaussian on the full training set.

¢ Plot the predictions (including the uncertainty interval) on the full dataset. Evaluate on the
test set using R?

¢ Interpret the results. Is the kernel right? Is the GP under/overfitting?

¢ Try to improve the results by tuning the kernel. Do this either manually or using a small
grid/random search.

In [147]: # Get the data
balloon_data = oml.datasets.get_dataset(512) # Download Balloon data
X, y = balloon_data.get_data(target=balloon_data.default_target_attribute);

train = X[:1000]

test = X[1000:1500]

X_train = np.array(list(range(1000))) [np.newaxis].T
y_train = X[:1000] .reshape(-1, 1)

X_test = np.array(list(range(1000,1500))) [np.newaxis].T
y_test = X[1000:1500] .reshape(-1, 1)

X_all = np.array(list(range(1500))) [np.newaxis].T

pd.Series(X[:1500,0]) .plot

Out [147]: <matplotlib.axes._subplots.AxesSubplot at 0x1c678b5588>
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In [82]:

In [89]:
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# Draw random samples from training data
X_train_sub
y_train_sub
y_train_sub = y_train_sub.reshape(-1, 1)

X_train[np.random.choice(X_train.shape[0], 10, replace=False), :]
y_train[X_train_sub]

from sklearn.gaussian_process import GaussianProcessRegressor
from sklearn.gaussian_process.kernels import RBF, ConstantKernel as C

# Instanciate a Gaussian Process model
kernel = C(1.0, (1e-3, 1e3)) * RBF(10, (le-2, 1e2))
gp = GaussianProcessRegressor(kernel=kernel, n_restarts_optimizer=9, normalize_y=True

# Fit to data using Mazimum Likelihood Estimation of the parameters
gp.fit(X_train_sub, y_train_sub)

# Make the prediction on the meshed z-azis (ask for MSE as well)
y_pred, sigma = gp.predict(X_all, return_std=True)

# Plot the function, the prediction and the 95/ confidence interval based on the MSE
fig = plt.figure(figsize=(10, 10))

plt.plot(X_train, y_train, 'r.', markersize=1, label=u'Observations')
plt.plot(X_test, y_test, 'r.', markersize=1, label=u'Observations')

plt.plot(X_all, y_pred, 'b-', label=u'Prediction')

#plt.fill(np.concatenate([X_ all, X all[::-1]]1),

# np.concatenate([y_pred - sigma,

# (y_pred + sigma)[::-1]1]1),
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# alpha=.5, fc='b', ec='None', label='Standard Deviation')
plt.xlabel('$x$")

plt.ylabel('$f(x)$')

plt.ylim(-0.5, 3)

#plt.legend(loc="upper left')

print("R™2 score: {:.2f}".format(gp.score(X_train, y_train)));

R"2 score: -0.05
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In [74]: # Add 10 more random points
X_train_sub = np.concatenate((X_train_sub, X_train[np.random.choice(X_train.shape[0],

y_train_sub = y_train[X_train_sub]
y_train_sub = y_train_sub.reshape(-1, 1)
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gp.fit(X_train_sub, y_train_sub)

# Make the prediction on the meshed z-azts (ask for MSE as well)
y_pred, sigma = gp.predict(X_all, return_std=True)

# Plot the function, the prediction and the 95/ confidence interval based on the MSE
fig = plt.figure(figsize=(10, 10))

plt.plot(X_train, y_train, 'r.', markersize=1, label=u'Observations')
plt.plot(X_test, y_test, 'r.', markersize=1, label=u'Observations')

plt.plot(X_all, y_pred, 'b-', label=u'Prediction')

#plt.fill(np.concatenate([X_all, X_all[::-1]]),

# np.concatenate([y_pred - sigma,
# (y_pred + sigma)[::-1]]),
# alpha=.5, fc='b', ec='None', label='Standard Deviation')

plt.xlabel('$x$"')

plt.ylabel('$£(x)$")

plt.ylim(-0.5, 3)

#plt.legend(loc="upper left')

print("R™2 score: {:.2f}".format(gp.score(X_train, y_train)));

R"2 score: 0.05
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In [75]: # Add 10 more random points
X_train_sub = np.concatenate((X_train_sub, X_train[np.random.choice(X_train.shapel[0],
y_train_sub = y_train[X_train_sub]
y_train_sub = y_train_sub.reshape(-1, 1)

gp.fit(X_train_sub, y_train_sub)

# Make the prediction on the meshed z-azts (ask for MSE as well)
y_pred, sigma = gp.predict(X_all, return_std=True)

# Plot the function, the prediction and the 95/ confidence interval based on the MSE
fig = plt.figure(figsize=(10, 10))

plt.plot(X_train, y_train, 'r.', markersize=1, label=u'Observations')
plt.plot(X_test, y_test, 'r.', markersize=1, label=u'Observations')
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plt.plot(X_all, y_pred, 'b-', label=u'Prediction')
#plt.fill(np.concatenate([X_ all, X all[::-1]71),

# np.concatenate([y_pred - sigma,
# (y_pred + stigma)[::-1]]),
# alpha=.5, fc='b', ec='None', label='Standard Deviation')

plt.xlabel('$x$"')
plt.ylabel('$f(x)$')
plt.ylim(-0.5, 3)
#plt.legend(loc="upper left')

print("R™2 score: {:.2f}".format(gp.score(X_train, y_train)));

R™2 score: 0.02
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In [76]: # Add 10 more random points
X_train_sub = np.concatenate((X_train_sub, X_train[np.random.choice(X_train.shape[0],
y_train_sub = y_train[X_train_sub]
y_train_sub = y_train_sub.reshape(-1, 1)

gp.fit(X_train_sub, y_train_sub)

# Make the prediction on the meshed z-azis (ask for MSE as well)
y_pred, sigma = gp.predict(X_all, return_std=True)

# Plot the function, the prediction and the 95/ confidence interval based on the MSE
fig = plt.figure(figsize=(10, 10))

plt.plot(X_train, y_train, 'r.', markersize=1, label=u'Observations')
plt.plot(X_test, y_test, 'r.', markersize=1, label=u'Observations')

plt.plot(X_all, y_pred, 'b-', label=u'Prediction')

#plt.fill(np.concatenate([X_all, X_all[::-17]),

# np.concatenate([y_pred - sigma,
# (y_pred + sigma)[::-1]1]1),
# alpha=.5, fc='b', ec='None', label='Standard Deviation')

plt.xlabel('$x$")

plt.ylabel('$f(x)$"')

plt.ylim(-0.5, 3)

#plt.legend(loc="upper left')

print("R"2 score: {:.2f}".format(gp.score(X_train, y_train)));

R™2 score: 0.02

35



3.0

2.5 1

2.0 A

1.51

f(x)

1.01

0.5 A

0.0 1

-0.5 T T T T T T T
200 400 600 800 1000 1200 1400

X

o

In [77]: # Add 50 more random points
X_train_sub = np.concatenate((X_train_sub, X_train[np.random.choice(X_train.shapel[0],
y_train_sub = y_train[X_train_sub]
y_train_sub = y_train_sub.reshape(-1, 1)

gp.fit(X_train_sub, y_train_sub)

# Make the prediction on the meshed z-azts (ask for MSE as well)
y_pred, sigma = gp.predict(X_all, return_std=True)

# Plot the function, the prediction and the 95/ confidence interval based on the MSE
fig = plt.figure(figsize=(10, 10))

plt.plot(X_train, y_train, 'r.', markersize=1, label=u'Observations')
plt.plot(X_test, y_test, 'r.', markersize=1, label=u'Observations')
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plt.plot(X_all, y_pred, 'b-', label=u'Prediction')
#plt.fill(np.concatenate([X_ all, X all[::-1]71),

# np.concatenate([y_pred - sigma,
# (y_pred + stigma)[::-1]]),
# alpha=.5, fc='b', ec='None', label='Standard Deviation')

plt.xlabel('$x$"')
plt.ylabel('$f(x)$')
plt.ylim(-0.5, 3)
#plt.legend(loc="upper left')

print("R™2 score: {:.2f}".format(gp.score(X_train, y_train)));

R™2 score: 0.04
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In [78]: # Add 50 more random points
X_train_sub = np.concatenate((X_train_sub, X_train[np.random.choice(X_train.shape[0],
y_train_sub = y_train[X_train_sub]
y_train_sub = y_train_sub.reshape(-1, 1)

gp.fit(X_train_sub, y_train_sub)

# Make the prediction on the meshed z-azis (ask for MSE as well)
y_pred, sigma = gp.predict(X_all, return_std=True)

# Plot the function, the prediction and the 95/ confidence interval based on the MSE
fig = plt.figure(figsize=(10, 10))

plt.plot(X_train, y_train, 'r.', markersize=1, label=u'Observations')
plt.plot(X_test, y_test, 'r.', markersize=1, label=u'Observations')

plt.plot(X_all, y_pred, 'b-', label=u'Prediction')

#plt.fill(np.concatenate([X_all, X_all[::-17]),

# np.concatenate([y_pred - sigma,
# (y_pred + sigma)[::-1]1]1),
# alpha=.5, fc='b', ec='None', label='Standard Deviation')

plt.xlabel('$x$")

plt.ylabel('$f(x)$"')

plt.ylim(-0.5, 3)

#plt.legend(loc="upper left')

print("R"2 score: {:.2f}".format(gp.score(X_train, y_train)));

R™2 score: 0.14
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Answer to 1.

As can be seem, when random samples are drawn, the algorithm tries to quite perfectly fit
the samples drawn. Also, it doesn’t extend to the test set. This effect only increases once more
samples are drawn. The score on the training set obviously improves, but that is only because the
model is extremely overfitting the training data.

In [79]: # Fit on the whole training set
gp.fit(X_train, y_train)

# Make the prediction on the meshed z-azis (ask for MSE as well)
y_pred, sigma = gp.predict(X_all, return_std=True)

# Plot the function, the prediction and the 95/ confidence interval based on the MSE

fig = plt.figure(figsize=(10, 10))
plt.plot(X_train, y_train, 'r.', markersize=1, label=u'Observations')
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plt.plot(X_test, y_test, 'r.', markersize=1, label=u'Observations')
plt.plot(X_all, y_pred, 'b-', label=u'Prediction')
#plt.fill(np.concatenate([X_all, X_all[::-17]),

# np.concatenate([y_pred - sigma,
# (y_pred + sigma)[::-1]]),
# alpha=.5, fc='b', ec='None', label='Standard Deviation')

plt.xlabel('$x$"')
plt.ylabel('$£(x)$")
plt.ylim(-0.5, 3)
#plt.legend(loc="upper left')

print("R"2 score training set: {:.2f}".format(gp.score(X_train, y_train)));
print("R™2 score test set: {:.2f}".format(gp.score(X_test, y_test)));

R"2 score training set: 1.00
score test set: -0.64
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In [149]: # Instanciate a nmew Gaussian Process model
kernel_opt = C(1.0, (le-3, 1e3)) * RBF(10, (le-5, 1e5))
gp_opt = GaussianProcessRegressor(kernel=kernel, n_restarts_optimizer=9, normalize_y:

# Fit on the whole training set
gp_opt.fit(X_train, y_train)

# Make the prediction on the meshed z-azis (ask for MSE as well)
y_pred, sigma = gp_opt.predict(X_all, return_std=True)

# Plot the function, the prediction and the 95) confidence interval based on the MSE
fig = plt.figure(figsize=(10, 10))

plt.plot(X_train, y_train, 'r.', markersize=1, label=u'Observations')
plt.plot(X_test, y_test, 'r.', markersize=1, label=u'Observations')

plt.plot(X_all, y_pred, 'b-', label=u'Prediction')

#plt.fill(np.concatenate([X_all, X all[::-1]]1),

# np.concatenate([y_pred - sigma,
# (y_pred + stigma)[::-17]),
# alpha=.5, fc='b', ec='None', label='Standard Deviation')

plt.xlabel('$x$"')
plt.ylabel('$f(x)$')
plt.ylim(-0.5, 3)
#plt.legend(loc="upper left')

print("R”"2 score training set: {:.2f}".format(gp_opt.score(X_train, y_train)));
print("R™2 score test set: {:.2f}".format(gp_opt.score(X_test, y_test)));

R"2 score training set: 0.21
R"2 score test set: -0.55
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Answer to 2.

As was expected from the random sampling, when trained on the full set, the model is ex-
tremely overfitting. It therefore has a perfect R? for the training set, but a very bad score for the
test set; it doesn’t generalize to the test set at all and simply goes towards the mean. When trying
to improve the results, it appears that the parameters in the kernel don’t have much effect, as the
model keeps overfitting quite extremely. The only thing that seems to make a difference is adding
a regularization parameter alpha to the model. Very small values of alpha already create a much
smoother line. However, while it seems from the image like performance improves, in reality the
scores are still very bad.

0.5 A data mining challenge (4 points)

The goal here is to use everything you have learned to build the best model for a given classi-
fication task. We will use two tasks hosted on OpenML, so you will all receive the same cross-
validation splits, and your model will be evaluated on the server. The goal is to reasonably select
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algorithms and hyperparameter settings to obtain the best model. You can also do model se-
lection, pipeline building, and parameter optimization as you have done before. Skeleton code
is provided in the OpenML tutorial. You need to optimize the AUROC score (calculated using
10-fold cross0-validation).

¢ Challenge 1: Detects accents in speech data.

— The OpenML Task ID is 167132: https://www.openml.org/t/167132
— The dataset description can be found here: https://www.openml.org/d /40910
- Leaderboard: https:/ /www.openml.org/t/167132#!people

¢ Challenge 2: Image recognition (CIFAR-10 subsample).

— The OpenML Task ID is 167133: https:/ /www.openml.org/t/167133

— The dataset description can be found here: https:/ /www.openml.org/d /40926

- Leaderboard: https:/ /www.openml.org/t/167133#!people

— Note that this is a high-dimensional dataset (and not so small). Think carefully about
how to run experiments in the time available.

* You are able to see the solutions of others (by clicking in the timeline or run list), so you can
learn from prior experiments (what seems to work, how long does it take to train certain
models, ...). Resubmission of the exact same solution is not possible.

* You can share one account (one API key) per team. In case you use two, we take the one that
performs best.

* Document the different experiments that you ran in this notebook (running them can of
course be done outside of the notebook). For each experiment, provide a description of how
and why you chose the algorithms and parameters that you submitted. Reason about which
experiments to try, don’t just do an immense random search.

¢ Points are rewarded as follows (independently for each task):

— 1 point for the breadth of experiments you ran (algorithms, pipelines, hyperparameter
settings)

- 1 point for reasoning/insight and interpretation of the results

- 1 (bonus) point for every team who has uploaded the best solution thus far on AUC
(who reaches the top of the leaderboard at any moment during the assignment)

+ Exception: simply repeating top models with nearly identical hyperparameters.
This will be checked on the timeline.

+ Note: On the leaderboard page, the “frontier” line is drawn, and your top ranking
is also shown in the leaderboard.

Note: Report the AUC scores of your best models in your report as well. In case of issues with
OpenML we will use the experiments and scores mentioned your report.

In [8]: apikey = '6c687137cb5£8bd643c27€a269d17a09"
oml.config.apikey = apikey
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In [ ]:

In [ ]:

# Loa

d task

speech_task = oml.tasks.get_task(167132)

# Load data for local testing
speech_data

X, y =

from
from
from
from
from
from
from
from
from
from

sklearn.
sklearn.
sklearn.
sklearn.
sklearn.
sklearn.
sklearn.
sklearn.
sklearn.
sklearn.

oml.datasets.get_dataset(40910)

speech_data.get_data(target=speech_data.default_target_attribute);

naive_bayes import GaussianNB, BernoulliNB, MultinomialNB
model_selection import cross_val_score, StratifiedKFold
metrics import roc_curve, auc

preprocessing import StandardScaler

pipeline import Pipeline

ensemble import RandomForestClassifier, VotingClassifier
linear_model import LogisticRegression

neighbors import KNeighborsClassifier

svm import SVC

decomposition import PCA

scaler = StandardScaler()

pca = PCA(n_components=100)

1r
rf

gnb
bnb

knn

A

LogisticRegression(random_state=1)
RandomForestClassifier (random_state=1)

GaussianNB()

BernoulliNB()

pipeline_bnb = Pipeline([('transformer', scaler), ('estimator', bnb)])
pipeline_gnb = Pipeline([('transformer', scaler), ('estimator', gnb)])
bnb_opt = BernoulliNB(alpha=0)

KNeighborsClassifier(n_neighbors=5)
SVC(probability=True)

pipeline_svc = Pipeline([('transformer', scaler), ('estimator', svc)])
pipeline_svc2 = Pipeline([('transformer', scaler), ('reduction', pca), ('estimator', s

vclf = VotingClassifier(estimators=[('lr', 1lr), ('rf', rf), ('bnb', bnb_opt)], voting=

vclf2

vclf3

vclféd

vclfh

= VotingClassifier(estimators=[('knn', knn), ('svc', svc), ('bnb', bnb)], voting
VotingClassifier(estimators=[('knn', knn), ('svc', pipeline_svc), ('bnb', bnb)!
VotingClassifier(estimators=[('knn', knn), ('svc', pipeline_svc2), ('bnb', bnb

VotingClassifier(estimators=[('knn', knn), ('svc', pipeline_svc2)], voting='so

scores_gnb = cross_val_score(gnb, X, y, cv=10)
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print ("Cross-validation scores GaussianNB: {}".format (np.mean(scores_gnb)))

scores_bnb = cross_val_score(bnb, X, y, cv=10)
print ("Cross-validation scores BernoulliNB: {}".format(np.mean(scores_bnb)))

scores_bnb_pipe = cross_val_score(pipeline_bnb, X, y, cv=10)
print ("Cross-validation scores BernoulliNB with scaler: {}".format(np.mean(scores_bnb_]

scores_gnb_pipe = cross_val_score(pipeline_gnb, X, y, cv=10)
print ("Cross-validation scores GaussianNB with scaler: {}".format(np.mean(scores_gnb_p:

scores_bnb_opt = cross_val_score(bnb_opt, X, y, cv=10)
print("Cross-validation scores BernoulliNB optimized: {}".format(np.mean(scores_bnb_op

scores_vclf = cross_val_score(vclf, X, y, cv=10)
print ("Cross-validation scores Voting Classifier: {}".format(np.mean(scores_vclf)))

scores_vclf2 = cross_val_score(vclf2, X, y, cv=10)
print ("Cross-validation scores Voting Classifier: {}".format(np.mean(scores_vclf2)))

scores_vclf3 = cross_val_score(vclf3, X, y, cv=10)
print("Cross-validation scores Voting Classifier: {}".format(np.mean(scores_vclf3)))

scores_vclf4 = cross_val_score(vclf4, X, y, cv=10)
print ("Cross-validation scores Voting Classifier: {}".format(np.mean(scores_vclf4)))

In [ ]: scores_vclfb = cross_val_score(vclfs, X, y, cv=10)
print ("Cross-validation scores Voting Classifier: {}".format(np.mean(scores_vclf5)))

In [ ]: # Run classifier on OpenML task
run = oml.runs.run_model_on_task(speech_task, vclfb)

In [ ]: # Publish to OpenML
myrun = run.publish()
print ("Uploaded to http://www.openml.org/r/" + str(myrun.run_id))

Explanation to the Data Challenge on the Speech Task.

This task is a classic binary classification task. In general, it is known that algorithms like
k-Neirest Neighbor, Support Vector Machines and Naive Bayes perform relatively well on such
tasks. As could be seen on the OpenML website, the first two had been tried out several times
with decent results, but no one had yet tried applying Naive Bayes. Also, Naive Bayes is very
often used in language related tasks, and since this is a speech task there might be similar features.
Therefore, both a Gaussian Naive Bayes and a Bernoulli Naive Bayes were tried. It appeared that
both performed quite well already, with the Bernoulli NB being slightly better. Scaling the data
only had a slight improvement on the Bernoulli NB algorithm. Tweaking the hyperparameters
only caused a minor improvement when the alpha value was set to 0 for this Bernoulli algorithm.

It seemed like a more complex algorithm was needed, like a Voting Classifier. This is a clas-
sifier that combines several algorithms and lets them vote on the best classification. The three
algorithms mentioned above were combined in such a Voting Classifier, in their most basic form.
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This already improved performance. Since scaling didn’t improve the Bernoulli NB, and since
scaling is of no use in a kNN, scaling was added only to the Support Vector Machine. This indeed
improved performance. After re-evaluating the dataset, the 401 features seemed like too many.
Therefore, a PCA was added to the SVM aswell. Reducing the amount of features to 100 turned
out to be optimal. For the kNN, 5 neighbors were used.

The performance of this classifier turned out to be quite high. However, I wondered if all
of the classifiers actually contributed positively within the voting. After removing the Bernoulli
NB from the voting, the algorithm’s performance indeed improved. Apparently, even though the
Bernoulli NB was quite effective on its own, it can’t compete against the robust kNN and SVM.

In [153]: image_data = oml.datasets.get_dataset(40926)
X, y, attribute_names = image_data.get_data(target=image_data.default_target_attribu

image_df = pd.DataFrame(X, columns=attribute_names)
image_df['class'] =y
print(image_df[:10])

a0 al a2 a3 a3069 a3070 a3071 class
0 59.0 43.0 50.0 68.0 140.0 84.0 72.0 6
1 154.0 126.0 105.0 102.0 139.0 142.0 144.0 9
2 255.0 253.0 253.0 253.0 83.0 83.0 84.0 9
3 28.0 37.0 38.0 42.0 28.0 37.0 46.0 4
4 170.0 168.0 177.0 183.0 82.0 78.0 80.0 1
5 159.0 150.0 153.0 154.0 14.0 17.0 19.0 1
6 164.0 105.0 118.0 129.0 29.0 26.0 44.0 2
7 28.0 30.0 33.0 62.0 100.0 99.0 96.0 7
8 134.0 131.0 128.0 133.0 136.0 137.0 138.0 8
9 125.0 110.0 102.0 106.0 82.0 84.0 86.0 3

[10 rows x 3073 columns]

In [192]: #take subsample for test runs

X_train, X_test, y_train, y_test = train_test_split(X, y, train_size=0.1, random_sta
pca = PCA(n_components=30)

knn = KNeighborsClassifier(n_neighbors=10)

rf = RandomForestClassifier(n_estimators=150, max_features=10)
gb = GradientBoostingClassifier(n_estimators = 40, max_depth=4)
pipeKNN = Pipeline([('pca', pca), ('estimator', knn)])

pipeRF = Pipeline([('pca', pca), ('estimator', rf)])

pipeGB = Pipeline([('pca', pca), ('estimator', gb)])

knn_score = cross_val_score(pipeKNN, X_train, y_train, cv=5)
gb_score = cross_val_score(pipeGB, X_train, y_train, cv=5)
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rf_score = cross_val_score(pipeRF, X_train, y_train, cv=5)
print ('RF CV Score:')

print (rf_score)

print('GB CV Score:')

print (gb_score)

print ('KNN CV Score:')

print (knn_score)

VCL = VotingClassifier(estimators=[('gb', pipeGB), ('rf', pipeRF)], voting='soft')
cross_val_score(VCL, X_train, y_train, cv=3)

RF CV Score:
[0.344 0.348 0.35 0.383 0.367]
GB CV Score:
[0.319 0.286 0.328 0.353 0.4 ]
KNN CV Score:
[0.309 0.316 0.282 0.328 0.299]

/Users/Jules/anaconda3/lib/python3.6/site-packages/sklearn/preprocessing/label.py:151: Depreca
if diff:

/Users/Jules/anaconda3/1ib/python3.6/site-packages/sklearn/preprocessing/label.py:151: Depreca
if diff:

/Users/Jules/anaconda3/1ib/python3.6/site-packages/sklearn/preprocessing/label.py:151: Depreca
if diff:

Out[192]: array([0.323, 0.343, 0.366])

In [195]: X_train, X_test, y_train, y_test = train_test_split(X, y, train_size=0.1, random_sta
pca = PCA(n_components=30)
bnb = BernoulliNB(alpha=0)
gnb = GaussianNB()

scaler = StandardScaler()
pipebnb = Pipeline([('scaler', scaler), ('pca', pca), ('estimator', bnb)])
pipegnb = Pipeline([('scaler', scaler), ('pca', pca), ('estimator', gnb)])

bnb_score
gnb_score

cross_val_score(pipebnb, X_train, y_train, cv=5)
cross_val_score(pipegnb, X_train, y_train, cv=5)

print ('BNB CV Score:')

print (bnb_score)

print('GNB CV Score:')

print(gnb_score)

VCL = VotingClassifier(estimators=[('gnb', pipegnb), ('gb', pipeGB), ('bnb', pipebnb
cross_val_score(VCL, X_train, y_train, cv=5)

BNB CV Score:
[0.275 0.249 0.275 0.261 0.316]
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GNB CV Score:
[0.29 0.296 0.33 0.356 0.357]

/Users/Jules/anaconda3/1ib/python3.6/site-packages/sklearn/preprocessing/label.py:151:

if diff:

/Users/Jules/anaconda3/1ib/python3.6/site-packages/sklearn/preprocessing/label.py:151:

if diff:

/Users/Jules/anaconda3/1lib/python3.6/site-packages/sklearn/preprocessing/label.py:151:

if diff:

/Users/Jules/anaconda3/1lib/python3.6/site-packages/sklearn/preprocessing/label.py:151:

if diff:

/Users/Jules/anaconda3/1ib/python3.6/site-packages/sklearn/preprocessing/label.py:151:

if diff:

Out[195]: array([0.342, 0.336, 0.38 , 0.406, 0.415])

In [194]: gb_score = cross_val_score(pipeGB, X_train, y_train, cv=5)
rf_score = cross_val_score(pipeRF, X_train, y_train, cv=5)
print ('RF CV Score:')
print (rf_score)
print('GB CV Score:')
print(gb_score)

RF CV Score:
[0.427 0.44 0.431 0.425 0.431]
GB CV Score:
[0.403 0.403 0.397 0.402 0.401]

In [ J: run = oml.runs.run_model_on_task(image_task, pipeRF)
myrun = run.publish()
print ("Uploaded to http://www.openml.org/r/" + str(myrun.run_id))

Explanation to the Data Challenge on the Image Recognition task.

The task at hand is a classification problem with 10 classifications. Not only does the data
consist of many datapoints, the data also has 3082 features. Calculation on the entire data set,
while selecting all features will take several hours on a mobile system. Trying to assess what
algorithms work for this problem it therefore is smart to try various ones on a small training set.

First, KNN, Random Forest and Gradient Boosting classifiers. A 10% subsample is used along
with a PCA selecting a subset of 30 features used in training, which seemed optimal after trying
various numbers. Some decent results appear from the cross-validations, especially for Gradient
Boosting and Random Forest, both with a conservative amount of iterations and forests respec-
tively, to remain easily computable.

Fiddling with the parameters for all models, slight improvements are gained for GB and RF,
the KNN model remains behind. Trying the three models in a voting classifier, no improvement
in accuracy is shown. Removing the worst performing model from the classifier, KNN, doesn’t
result in a better model than the GB and RF individually.
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As in the previous data challenge, Naive Bayes models scored surprisingly well, it is worth
a shot on the image data, although being very different in not being a binary classification prob-
lem. Initial runs on 10% of the data look promising, but the capacity to increase the performance
by training on more data is significantly smaller than with gradient boosting and random forest
classifiers.

A Voting Classifier with both the Naive Bayes models and the ensemble models improves on
the singular Naive Bayes models, but not on the ensemble models. Therefore we simply choose
the best performing of these to upload to the OpenML server.
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